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Provide research computing resources and support to advance scientific research at Virginia Tech

Services

* Compute clusters
e Storage

* Visualization

* Consulting

* Support and training

Team

* Research Computing
Team (Computational
scientists, GRAs)

* Research Software
Engineering

* Systems Engineers

Utilization
* Free tier

* Cost center

* Investment program
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Cluster Nodes CPUs | GPUs | RAM Scratch Purpose
TinkerCliffs 353 | 44,224 168| 133 TB 455 TB CPU and GPU flagship
Owl 91 8,704 - 80 TB 728 TB Water-cooled AMD CPUs
Falcon 111 4,896 307 44 TB 910 TB Mid-range NVIDIA GPUs
CUI 12 768 16 7TB 91 TB DoD and ITAR projects
Biomed 2 128 8 5TB 23 TB NIH and NIST 800-171 projects
Total 570 | 58,784 499 | 269 TB 2 PB

Storage: All clusters mount a 10 PB projects workspace
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Office hours https://arc.vt.edu/about/office-hours.html

* 1 hour every day on Zoom, 1 hour every day in person, No appointment needed

Workshops https://docs.arc.vt.edu/usage/workshops.html

* Weekly sessions (Friday), 12-1pm
* Spring break bootcamp, 10-12pm and 2-4pm

Online documentation https://docs.arc.vt.edu/

* GH examples (https://github.com/AdvancedResearchComputing/examples)

* Tutorials and videos (https://docs.arc.vt.edu/usage/video.html)



Open On Demand

* https://ood.arc.vt.edu/

* Easier to connect to ARC systems
with built in terminal

* File management, upload, download,
move files around

* Most common applications

* Matlab

* Rstudio
* Jupyter
* VS code
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File systems

https://docs.arc.vt.edu/resources/storage.html

Home Projects

Long-term storage of user

data or compiled Long-term storage of shared

Intent group data/files

executables e.g. /projects/arcadm

e.g. /home/nbraunsc -5+ /P1o)
Amount 640 GB 50 TB per faculty researcher
Data Lifespan As long as the user account  As long as the user account is

1s active active
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Scratch

Short-term storage. Preferred
place to store data during
calculations

e.g. /scratch/nbraunsc

No size limits enforced

90 days automatic deletion,
Each cluster has its own scratch.



Slurm
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What is Slurm?

e “Slurm is an open source, fault-tolerant, and highly scalable cluster
management and job scheduling system for large and small Linux clusters.”

Why do HPC clusters need a scheduler?
e It helps determine how to delegate resources among users
e Introduces a “queue”
e Allows for fine-tuning controls like setting resource limits and tailoring the
priority of jobs
e PBS is another type of scheduler

How do you use slurm?
e You will create a batch script (.sh or .slurm) and run the command:

sbatch example_script.slurm
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Example Slurm Script

#!/bin/bash

#SBATCH ——job-name=hello-world
#SBATCH ——account=<youraccountname>
#SBATCH ——partition=normal_q
#SBATCH —-nodes=1

#SBATCH ——-ntasks—per—node=1

#SBATCH —-cpus—-per-task=1

#SBATCH ——time=0-00:10:00 # 10 minutes
#SBATCH ——mem=10MB

#SBATCH ——gos=tc_normal_base
#SBATCH —-constraint=amd

wait 10
echo "hello world from..."; hostname
echo “Working directory is: ”; pwd
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Software and Modules xz

ARC clusters use a module system (Imod) mostly built around EasyBuild, a software build and
installation framework that allows you to manage (scientific) software

We have documentation about modules here https://docs.arc.vt.edu/usage/modules.html

Our software stack is consistent across all clusters when appropriate (cpu vs gpu, double precision
vs single precision architectures)

Useful commands: module spider <PACKAGE> ,module list,module load <PACKAGE>

nbraunsc@tinkercliffsl:~$ module list

Currently Loaded Modules:
1) shared 2) slurm/slurm/24.05.4 3) apps 4) useful_scripts 5) DefaultModules
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nbraunsc@tinkercliffsl:~$ module load foss/2025b

nbraunsc@tinkercliffsl:~$ module list

Currently Loaded Modules:

1)
2)
3)
4)
5)
6)
7]
8)
9)
10)
a0 k)
12)
13)
14)
15)

shared

slurm/slurm/24.05.4

apps

useful_scripts

DefaultModules

GCCcore/14.3.0
zlib/1.3.1-GCCcore-14.3.0
binutils/2.44-GCCcore-14.3.0
GCC/14.3.0
numactl/2.0.19-GCCcore-14.3.0
XZ/5.8.1-GCCcore-14.3.0
libxm12/2.14.3-GCCcore-14.3.0
libpciaccess/0.18.1-GCCcore-14.3.0
hwloc/2.12.1-GCCcore-14.3.0
OpenSSL/3

16)
17)
18)
19)
20)
21)
22)
23)
24)
25)
26)
27)
28)
29)

libevent/2.1.12-GCCcore-14.3.0
UCX/1.19.0-GCCcore-14.3.0
libfabric/2.1.0-GCCcore-14.3.0
PMIx/5.0.8-GCCcore-14.3.0
PRRTE/3.0.11-GCCcore-14.3.0
UCC/1.4.4-GCCcore-14.3.0
OpenMPI/5.0.8-GCC-14.3.0
OpenBLAS/0.3.30-GCC-14.3.0
FlexiBLAS/3.4.5-GCC-14.3.0
FFTW/3.3.10-GCC-14.3.0

gompi/2025b
FFTW.MPI/3.3.10-gompi-2025b
ScalLAPACK/2.2.2-gompi-2025b-fb
foss/2025b
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Modules: Miniforge and Miniconda

Build your conda environment when you are on the computer architecture you are going to use for
the calculation

Pytorch Example https://docs.arc.vt.edu/software/pytorch.html

>>

>>

>>

>>

>>

interact --account=<account> --mem 8G --partition=v100 normal g --gres=gpu:l

module load Miniforge3/25.11.0-1

conda create -p ~/path/to/env/falcon v100 pytorch python=3.12

source activate ~/path/to/env/<name of CVE>

pip3 install torch torchvision --index-urlhttps://download.pyvtorch.org/whl/cul26
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REAL-TIME DASHBOARDS /L

https://dashboard.arc.vt.edu/dashboards

* Cluster load (nodes/CPU/GPU/memory) INFOR-- T
ADVANCED
Utilizati . RESEARCH COMPUTING
. ilization by research project, VIRGINIA TECH

department, and college

‘mwm 1,379 1.09w 304w 1.52m
50,623
PN 351 12 35 398 1 63 50623 17,535,504 1

* Real-time and 30-day statistics a0 ssus ase 4

266 46 8 320

* Tools to help researchers run their job
optimally
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TOP 10 DEPARTMENTS USING CPU COMPUTING

Department
Chemical Engineering

Mechanical Engineering
Aerospace and Ocean Engineering

Chemistry

Fish and Wildlife Conservation
National Security Institute
Physics

Computer Science

Materials Science & Engineering

Statistics

CPU hours

54,658,750
51,131,490

39,389,090

25,713,110
22,532,740
14,754,760
13,304,590
12,912,150
11,788,970
11,037,410

% Total
16.2%
15.2%

11.7%

7.6%
6.7%
4.4%
3.9%
3.8%
3.5%
3.3%

INFORMATION TECHNOLOGY
ADVANCED
RESEARCH COMPUTING



CLUSTER UTILIZATION V7l

TOP 10 DEPARTMENTS USING GPU COMPUTING

Department GPU hours % Total

Computer Science 735,611 29.8%
Chemistry 460,716 18.7%
Biochemistry 214,929 8.7%
Electrical and Computer Engineering 214,877 8.7%
National Security Institute 191,388 7.8%
Chemical Engineering 160,573 6.5%
Mechanical Engineering 115,568 4.7%
Materials Science & Engineering 56,485 2.3%
Statistics 47,285 1.9%

Advanced Research Computing 46,738 1.9%
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HPC-enabled Visualization V?
IMMERSA DECK

Immersive Room Volume: 14'8" x 14'8" x 9'2"

ART tracking
Active stereo with dual eye-point projection

Total pixels: 47,923,200

Compute: Dual Intel Xeon Gold 5317 (24 cores), 512 GB RAM, 4 TB
SSD, 3x NVIDIA RTX 6000 Ada GPUs, 1x RTX2000 Ada GPU

Open House: 3-5pm every Thursday, Torgersen Hall 3050
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Research at VT enabled by ARC cpu-enabled research

Valerie Welborn (Chemistry): simulations of transport
and catalysis in proteins, polymer design,
polysaccharides in solution
https://www.valeriewelborn.com

Justin Lemkul (Biochemistry): understand
disease pathways on an atomistic level and
use for computer-aided drug design
https://www.thelemkullab.com/research

THE JOURNAL OF

PHYSICAL -
CHEMISTRY [/

Chang-Tien Lu (Computer Science): Al, data mining, GNN
https://iac.vt.edu/about/faculty/lu-chang-tien.html
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https://doi.org/10.1007/978-3-032-13821-7_15 https://pubs.acs.org/doi/10.1021/acs.jpcb.5c07277




Research at VT enabled by ARC cpu-enabled research

Inyoung Kim (Statistics): semiparametric and
nonparametric functional methods for
analyzing highly correlated, high-dimensional

Anton Suvorov (Biological
Sciences): computational

evolutionary biology Deveip e data, machine learning
evolution: . .
https://antonysuv.github.io odas” Rt https://sites.google.com/vt.edu/inyoungk/resea
[suvorov_lab/projects/ o rch?authuser=0
evoall?t(i);rt\ayy TRZ ( High-performance SERS nanodevice

processes

Normal Breast Breast Cancer (African American)

( Label-free living cell SERS measurement
SERS signals
Molecular fingerprint

Laser

%‘ } ‘ Breast Cancer (C: )
Sequence data 5|/ \“ |J |
AGATA = v Wi
Metal Wavenumber (cm™') H g’ 2
5 nanostructures  Living cancer cells 2
Bayesian
d Dirichlet process mixture variable sele
CNN (WDPM-VS)

WDPM
o § . Vs
- lonparametric Bayesian Lapl
Fossil record functional clustering @ Spacennoy (B)
( Analysis of cancer racial disparities )

(A)

https://doi.org/10.1002/sam.11657



Research at VT enabled by ARC cpu-enabled research

Luis Escobar (Fish and Wildlife
Conservation): viral
diversification from viruses
adapting and generation
biological variations in
mammals, climate change, risk
mapping, disease-biodiversity
relationships
https://ecoquate2003.wixsite.co

Stefano Brizzolara (AOE): development of new designs/tools for
ships and autonomous marine vehicles
https://www.aoe.vt.edu/people/faculty/brizzolara/personal-page.html

m/escobar-lab/research
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Office hours https://arc.vt.edu/about/office-hours.html

* 1 hour every day on Zoom, 1 hour every day in person, No appointment needed

Workshops https://docs.arc.vt.edu/usage/workshops.html

* Weekly sessions (Friday), 12-1pm
* Spring break bootcamp, 10-12pm and 2-4pm

* https://qgithub.com/AdvancedResearchComputing/\Workshops/tree/main

Online documentation https://docs.arc.vt.edu/

* GH examples (https://github.com/AdvancedResearchComputing/examples)

* Tutorials and videos (https://docs.arc.vt.edu/usage/video.html)




